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Professional Summary:
1. Gen-AI/AI Engineer with 10+ years of experience in designing, developing, and deploying production-grade AI/ML solutions across Banking, Financial Services, Airlines, and Healthcare industries.
1. Expertise in building Large Language Model (LLM) applications using LangChain, LangGraph, GPT-4, Claude, and Hugging Face Transformers for enterprise-scale deployments.
1. Proven experience in implementing Retrieval-Augmented Generation (RAG) pipelines using Vector Databases (Pinecone, FAISS, Chroma) and custom embedding models for intelligent document processing.
1. Skilled in fine-tuning LLMs using LoRA, QLoRA, and PEFT techniques for domain-specific applications in compliance, fraud detection, and customer service automation.
1. Experience in building Agentic AI workflows and autonomous systems using LangGraph for complex multi-step reasoning and decision-making processes.
1. Strong hands-on experience in Python, PyTorch, TensorFlow, Keras, and Scikit-learn for building and deploying machine learning models.
1. Proficient in Natural Language Processing (NLP) using SpaCy, NLTK, BERT, and Transformers for text classification, NER, sentiment analysis, and document understanding.
1. Extensive experience in Deep Learning architectures including CNN, RNN, LSTM, Transformers, and GANs for image recognition, time series forecasting, and generative applications.
1. Well-versed in AWS Cloud ecosystem including SageMaker, Bedrock, Lambda, EC2, S3, EMR, Glue, and Athena for scalable ML solutions.
1. Expertise in MLOps and LLMOps practices including CI/CD pipelines, model versioning, monitoring, and automated retraining using MLflow, Airflow, and Kubeflow.
1. Strong experience in Big Data technologies including Spark, PySpark, Kafka, Hadoop, and Hive for processing large-scale datasets.
1. Proficient in building REST APIs using FastAPI and Flask, with deployment experience on Docker and Kubernetes for containerized microservices.
1. Expertise in Data Modeling and Data Warehousing using Star Schema, Snowflake Schema with platforms like Snowflake and Redshift.
1. Strong experience in ETL pipeline development using AWS Glue, Informatica, and custom Python scripts for data integration and transformation.
1. Proficient in SQL and database technologies including PostgreSQL, MySQL, SQL Server, MongoDB, and DynamoDB.
1. Experience in Time Series Analysis and forecasting using ARIMA, Prophet, and LSTM models for demand prediction and capacity planning.
1. Skilled in Data Visualization and BI tools including Tableau, Power BI, and QuickSight for creating executive dashboards and KPI reporting.
1. Strong knowledge of Statistical Methods including hypothesis testing, A/B testing, regression analysis, and experimental design.
1. Experience in full SDLC using Agile/Scrum methodology with expertise in requirement analysis, design, development, testing, and deployment.
1. Proficient in version control using Git/GitHub and collaborative development practices with cross-functional distributed teams.
1. Excellent communication and leadership skills with proven ability to translate complex business requirements into scalable data-driven solutions.
Technical Skills:
	Languages
	SQL, Python, JAVA, JavaScript, HTML, CSS, R, Scala

	Statistical Methods
	Statistical Inference, Hypothesis Testing, Confidence Intervals, p-values, Probability Distributions, ANOVA, Chi-Square Tests, Bayes' Theorem, Cross-Validation, Time Series Analysis

	AI/Machine Learning
	Supervised Learning, Unsupervised Learning, Feature Engineering, Hyperparameter Tuning, Ensemble Methods, Decision Trees, Random Forest, XGBoost, LightGBM, SVM, KNN, Naive Bayes, Regression, K-Means Clustering, PCA, t-SNE, ARIMA, Scikit-learn

	NLP
	Text Preprocessing, Tokenization, Lemmatization, TF-IDF, Word Embeddings (Word2Vec, GloVe), BERT, GPT, T5, Named Entity Recognition, Sentiment Analysis, Text Classification, SpaCy, NLTK, Hugging Face

	Deep Learning
	ANN, CNN, RNN, LSTM, Transfer Learning, Autoencoders, YOLO, TensorFlow, Keras, PyTorch

	Generative AI
	LLMs, LangChain, LangGraph, Agentic AI, Fine-tuning (LoRA, QLoRA), RAG, Vector Databases (FAISS, Pinecone, Chroma), Prompt Engineering, GPT-4, Claude, LLaMA, Mistral

	MLOps & LLMOps
	CI/CD for ML, Model Deployment, Model Monitoring, MLflow, Airflow, Kubeflow, Docker, Kubernetes, AWS SageMaker, AWS Bedrock, Google Vertex AI

	Big Data
	Hadoop, Hive, Spark, PySpark, Kafka, Kinesis

	Cloud (AWS)
	SageMaker, Bedrock, EC2, Lambda, S3, EMR, Glue, Athena, Redshift, CloudWatch, IAM, API Gateway

	Databases
	MySQL, PostgreSQL, MongoDB, SQL Server, Snowflake, Redshift, Teradata, DynamoDB

	BI Tools
	Tableau, Power BI, QuickSight, Kibana

	Other Tools
	Git, GitHub, Docker, Kubernetes, VS Code, Jupyter Notebook, Postman, REST APIs, Linux/Unix


Education:
1. Sree Vidyanikethan College- Bachelor’s in computer science
Professional Experience:
Client: Truist Financial, Charlotte, NC.                                                                             March 2023 – Present
Role: Gen-AI/AI Engineer
Responsibilities:
1. Designed and deployed production-grade LLM applications using LangChain and LangGraph for intelligent document processing and automated customer service workflows.
1. Architected RAG (Retrieval-Augmented Generation) pipelines leveraging AWS Bedrock, Pinecone, and custom embedding models, improving document Q&A accuracy by 40%.
1. Fine-tuned domain-specific LLMs using LoRA and PEFT techniques, achieving 25% improvement in compliance document classification accuracy.
1. Implemented agentic AI workflows using LangGraph for automated loan underwriting and real-time fraud detection, reducing manual review time by 35%.
1. Built end-to-end MLOps pipelines on AWS using SageMaker Pipelines, Lambda, and Step Functions for model training, versioning, and deployment.
1. Developed REST APIs using FastAPI for scalable LLM inference endpoints, deployed on Docker/ECS with auto-scaling capabilities.
1. Integrated AWS Transcribe for call transcript processing, implementing NLP pipelines for sentiment analysis and compliance monitoring.
1. Built predictive models using XGBoost and Random Forest for credit risk assessment, achieving 92% AUC score.
1. Designed dimensional data models using Snowflake schemas for enterprise financial data warehouse.
1. Created executive dashboards in Power BI and Tableau for real-time KPI monitoring and model performance tracking.
1. Implemented comprehensive model monitoring using CloudWatch and SageMaker Model Monitor for drift detection and alerting.
1. Led Agile ceremonies including Sprint Planning, Daily Stand-ups, and Sprint Retrospectives.
Environment: Python, AWS SageMaker, AWS Bedrock, LangChain, LangGraph, GPT-4, Claude, RAG, Vector Databases (Pinecone, FAISS), Snowflake, PySpark, TensorFlow, PyTorch, Scikit-learn, Pandas, NumPy, Docker, Kubernetes, REST APIs, FastAPI, Power BI, Tableau, Git, CI/CD, CloudWatch.
Client: Southwest Airlines, Dallas, TX. September 2021 – February 2023
Role: Gen-AI/AI Engineer
Responsibilities:
1. Built NLP pipelines using BERT and Hugging Face Transformers for customer feedback analysis and automated response generation, improving response accuracy by 30%.
1. Developed ML models (XGBoost, LightGBM, Random Forest) for flight delay prediction with 87% accuracy, enabling proactive customer communication.
1. Architected real-time data pipelines using Spark Streaming and Kafka for processing flight telemetry and operational metrics.
1. Designed deep learning models using TensorFlow and Keras for predictive maintenance of aircraft systems, reducing unplanned downtime by 20%.
1. Built recommendation engine for personalized customer experience using collaborative filtering, increasing ancillary revenue by 15%.
1. Implemented time series forecasting using ARIMA and LSTM models for passenger demand prediction and capacity planning.
1. Developed customer churn prediction models achieving 85% accuracy using ensemble methods and feature engineering.
1. Created ETL pipelines using AWS Glue and PySpark for integrating data from multiple airline operations systems.
1. Deployed ML models on AWS SageMaker with automated retraining pipelines using MLflow for experiment tracking.
1. Designed Snowflake data models for airline operations data warehouse supporting real-time analytics.
1. Built interactive Tableau dashboards for flight operations monitoring and executive reporting.
1. Implemented A/B testing frameworks for evaluating pricing strategies and customer engagement initiatives.
1. Collaborated with cross-functional teams to translate business requirements into scalable data solutions.
Environment: Python, AWS SageMaker, AWS Lambda, EC2, S3, EMR, Spark, PySpark, TensorFlow, Keras, Scikit-learn, XGBoost, LightGBM, Pandas, NumPy, NLTK, SpaCy, Docker, Snowflake, Redshift, Tableau, Power BI, Airflow, MLflow, Git.
Client: CVS Health, Woonsocket, RI. July 2019 – August 2021
Role: Data Scientist
Responsibilities:
1. Developed predictive models for patient medication adherence using ensemble methods (XGBoost, Random Forest), improving intervention targeting by 25%.
1. Built NLP pipelines using SpaCy and custom NER models for extracting medical entities from clinical notes and prescription data.
1. Implemented pharmacy fraud detection models achieving 92% precision, saving $2M+ annually in fraudulent claims.
1. Designed scalable ETL pipelines using Spark and Airflow for integrating healthcare data from multiple sources (claims, pharmacy, membership).
1. Developed customer segmentation models using K-Means clustering and RFM analysis for targeted marketing campaigns.
1. Built recommendation engine for pharmacy product cross-selling using collaborative filtering techniques.
1. Implemented deep learning models using TensorFlow for OCR-based prescription document classification.
1. Performed statistical analysis (hypothesis testing, A/B testing) to validate model performance and business impact.
1. Created interactive Tableau dashboards for monitoring pharmacy operations, sales KPIs, and inventory metrics.
1. Developed time series forecasting models using ARIMA and Prophet for prescription demand prediction.
1. Collaborated with data engineers to implement data pipelines using AWS S3, Redshift, and Athena.
1. Performed feature engineering and data imputation using Scikit-learn to improve model accuracy by 18%.
1. Analyzed healthcare data including medical claims, pharmacy transactions, and membership files for business insights.
Environment: Python, R, AWS S3, Redshift, Athena, SageMaker, Spark, Hadoop, Hive, TensorFlow, Keras, Scikit-learn, XGBoost, Pandas, NumPy, NLTK, Tableau, Power BI, SQL Server, PostgreSQL, ETL, Airflow.
Client: Credit One Bank, Las Vegas, NV. December 2017 – June 2019
Role: Data Analyst
Responsibilities:
1. Developed credit scoring models using Logistic Regression and Gradient Boosting, improving loan approval accuracy by 22%.
1. Built customer default prediction models using ensemble methods (Random Forest, XGBoost) with 88% AUC score.
1. Designed and implemented ETL pipelines for credit data integration from multiple legacy systems.
1. Created Power BI dashboards for credit portfolio analysis, risk monitoring, and executive reporting.
1. Wrote optimized SQL queries and stored procedures for data extraction, transformation, and ad-hoc reporting.
1. Performed exploratory data analysis using Python (Pandas, NumPy, Matplotlib) to identify credit risk patterns.
1. Developed automated reporting solutions using Python scripts with scheduled batch processing.
1. Designed Star and Snowflake schema data models for financial data warehouse implementation.
1. Built Tableau visualizations for trend analysis and executive-level credit risk dashboards.
1. Collaborated with business stakeholders to translate requirements into actionable analytics solutions.
1. Performed data quality assessment and cleansing to ensure accuracy of financial reports and models.
1. Implemented data validation frameworks to identify and resolve data mismatches across systems.
Environment: Python, R, SQL, Tableau, Power BI, Excel, SAS, Hadoop, Hive, Spark, Pandas, NumPy, Scikit-learn, ETL, Informatica, Oracle, SQL Server, Teradata.
Client: Value Labs, Hyderabad, India. May 2013 – December 2015
Role: Data Analyst
Responsibilities:
1. Developed and optimized 200+ SQL stored procedures and views for metric reporting, improving query performance by 40%.
1. Built data visualization dashboards using Tableau, increasing stakeholder engagement and data accessibility.
1. Automated 15+ data loading and cleansing processes using Python and SQL scripts, reducing manual effort by 60%.
1. Performed web scraping and data wrangling on 40+ datasets, achieving 90% data quality improvement.
1. Designed REST API integrations for data extraction and developed Python-based data processing workflows.
1. Engaged with clients on requirements gathering, solution design, and implementation monitoring.
1. Coordinated QA and UAT testing cycles, ensuring completeness of test cases and documentation.
1. Conducted statistical analysis using Excel, SAS, and SPSS for business intelligence reporting.
1. Developed ETL processes for data extraction and transformation from multiple source systems.
1. Created comprehensive data documentation and maintained data dictionaries for enterprise systems.
Environment: SQL, Python, R, Excel, Tableau, SAS, SPSS, Oracle, MySQL, ETL, MS Office, Windows.
