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Certified AWS Data Engineer Professional & Azure certified Data Engineer Associate. Master’s graduate with 2 years of work experience as a Data Engineer in Azure & AWS cloud, Databricks, Apache Spark, Kafka, Snowflake, DBT, ETL, Airflow, CI/CD & GitHub.
WORK EXPERIENCE
Shineteck Inc	Feb. 2024 – Present
Data Engineer (AWS, Databricks, Spark, Python, SQL, Airflow, DBT, Snowflake)
· Architected and optimized real-time data pipelines using Snowpipe, encompassing the creation of materialized views, schemas, and databases. Engineered sophisticated data workflows through tasks, streams, stored procedures, and user-defined functions (UDFs), while implementing robust security measures with role-based access control (RBAC) for effective user management.
· Spearheaded the migration of data and medallion architecture from Snowflake to Databricks, configuring data ingestion pipelines from AWS S3
using IAM roles and ensuring seamless integration and optimized data performance.
· Managed the transition of data across staging, bronze, and gold layers in Databricks, enhancing ETL processes using DBT, Spark SQL, and PySpark to improve data query performance and reduce latency by 35%.
· Utilized DBT to manage transformation scripts on Databricks, configuring YAML files for source table definitions and dependencies while implementing data governance with Unity Catalog to ensure data quality and compliance.
· Developed Python and Spark SQL scripts for schema validation and data quality checks.
· Orchestrated automated data workflows using Apache Airflow, facilitating the transfer of processed data from Databricks to Snowflake for downstream analytics and streamlining CI/CD processes with GitHub for efficient code integration, testing, and deployment.
Li Matt Soft Solutions Pvt Ltd	Jun. 2021 – Jul. 2022
Data Engineer (Python, SQL, AWS, Azure cloud, Spark, Kafka, PowerBI, DevOps)
· Automated data ingestion workflows from diverse sources, including FTP, REST APIs, and SaaS applications, using Azure Data Factory (ADF) to ensure seamless and efficient data integration.
· Designed and developed robust ETL pipelines in Azure Data Factory, orchestrating workflows across hybrid data ecosystems encompassing on- premises databases (Postgres, SQL Server) and cloud platforms like Azure Data Lake Storage (ADLS) and Databricks.
· Enhanced Databricks workflows with Spark to process millions of customer transactions, reducing processing time by 18%, and implemented SCD
type 2 data quality frameworks using PySpark and Spark SQL.
· Developed ETL pipelines using Spark & AWS Glue to process 100GB monthly operational data and mechanical sensor data, storing it in S3.
· Implemented Git-based version control and CI/CD pipelines using GitHub for ETL development, ensuring code quality and streamlined deployment processes.
SKILLS
Programming Languages: Python, SQL, PySpark, Spark SQL, KQL, T-SQL, Linux
Distributed Computing: Databricks, Unity Catalog, Delta Live Tables, Apache Spark, Kafka, DBT, Hadoop, Hive, Airflow.
AWS Cloud: AWS Glue, Athena, Redshift, QuickSight, Lambda, EC2, RDS, S3, CloudFront, Kinesis, DynamoDB, SQS, SNS.
Azure Cloud: Azure Data factory (ADF), Databricks, Data Lake (ADLS), Azure SQL, Azure Synapse, Azure DevOps and Azure Monitor.
Databases & Data Warehousing: Snowflake, MySQL, Postgres, SQL Server, Cassandra, MongoDB.
CI/CD & Version Control: Git, GitHub, Azure DevOps, Docker.
Data Analytics & Visualization: Tableau, PowerBI, MS Excel, Pandas, NumPy, Matplotlib and Seaborn.
EDUCATION
University at Buffalo – SUNY | Buffalo, NY	Jan.2024
Data Science, Masters | GPA: 3.7
PROJECTS
Formula 1 Data Analysis with Azure Databricks
· Architected and implemented an end-to-end ETL pipeline using Azure Databricks and PySpark, transforming raw Formula 1 data into actionable insights. Utilized Delta Lake to execute load patterns, while establishing robust monitoring protocols for ETL operations through Azure Data Factory (ADF). Analyzed data with Spark SQL and visualized insights in Power BI, enabling data-driven decision-making.
· This comprehensive approach led to the identification and remediation of key performance bottlenecks, resulting in significantly reduced error rates.
Customer Churn Prediction System
· Built an end-to-end churn prediction system using a large-scale transactional dataset, with 85% accuracy.
· Built scalable predictive modeling tools leveraging Scikit-Learn technology streamlined integration processes with Power BI dashboards that improved reporting efficiency.
Data Lakehouse Implementation for Real-Time Analytics
· Implemented a data lakehouse architecture using AWS S3 and Redshift for real-time data analytics.
· Developed an optimized ETL pipeline that decreased report generation duration by 75%, allowing stakeholders access to real-time analytics and enhancing responsiveness during key project phases.
CERTIFICATIONS
· AWS Certified Data Engineer Associate
· Microsoft Azure Certified data Engineer
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