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PROFESSIONAL SUMMARY
· Dynamic and motivated 12+ years IT professional as a Lead Data Engineer with expertise in designing data-intensive applications using Cloud Data engineering, Data Warehouse, Hadoop Ecosystem, Big Data Analytical, Data Visualization, Reporting, Data Quality solutions, and AI/ML technologies.
· Built real-time data pipelines by developing Kafka producers and Spark streaming applications for consumption. Utilized HDInsight to analyze log files and write them into Azure Blob Filesystem (ABFS).
· Experienced with the Spark improving the performance and optimization of the existing algorithms in Azure using Spark Context, Spark-SQL, Dataframe API, Spark Streaming and worked explicitly on PySpark 
· Hands-on experience in setting up workflow using SSIS/Azure Data Factory/Google Cloud Function for managing and scheduling Azure DevOps jobs.
· Migrated an existing on-premises application to GCP. Used GCP services like Google Compute Engine(GCE) and Google Cloud Storage(GCS) for small data sets processing and storage
· Proficient in designing and developing dashboards and reports to visualize and analyze complex datasets, enabling data-driven decision-making across the organization using Power BI, Tableau, and Looker Studio.
· Experience in Real-time data analysis using Spark Streaming and Storm.
· Hands-on experience with GCE, GCS, Cloud SQL, IAM, Google Cloud Operations, Pub/Sub,                    Big Query, Data Flow/Data Fusion, Cloud Function (GCF), Data Proc, and other services of the GCP family and Azure Virtual Machines (VMs), Azure Data Lake Storage, Azure SQL, Azure Monitor, Azure Service Bus, Synapse Analytics, Azure Fabric Analytics, Azure Data Factory, Azure Functions, Databricks, Blob Storage in Microsoft Azure family.
· Proven expertise in deploying major software solutions for various high-end clients meeting business requirements such as big data Processing, Ingestion, Analytics, and Cloud Migration from On-prem to GCP Cloud. 
· Experience in Working on Azure & GCP Databases like Memory Store and Redis Cache and NoSQL databases – Cosmos DB & MongoDB, database performance tuning & data modeling.  
· Hands-on experience in developing and customizing Splunk apps and dashboards. My expertise extends to implementing and maintaining Splunk platform infrastructure, configuring its settings, and integrating Splunk with external systems and services. 
· This includes fine-tuning Splunk deployments for optimal performance and scalability, ensuring seamless data ingestion, and leveraging Splunk's capabilities to extract actionable insights from machine data.
· Created Azure SQL database and monitored and restored Azure SQL database. Performed migration of Microsoft SQL server to Azure SQL database.
· Experienced in Data Modeling & Data Analysis experience using Dimensional Data Modeling and Relational Data Modeling, Star Schema/Snowflake Modeling, FACT & Dimensions tables, and Physical & Logical Data Modeling.
· Expertise in OLTP/OLAP System Study, Analysis, and E-R modeling, developing Database Schemas like Star schema and Snowflake schema used in relational, dimensional, and multidimensional modeling.
· Experience of Partitions, and bucketing concepts in Snowflake and designed both Managed and External tables in Azure Databricks to optimize performance. Experience with different file formats like Avro, parquet, ORC, JSON, XML, and compressions like Snappy & zip.


TECHNICAL SKILLS:
	Cloud Technologies
	Azure (Data Factory(V2), Data Lake, Databricks, Blob Storage, Synapse Analytics, Azure Data Lake Storage, Azure Fabric Analytics), Google Cloud Platforms (GCP) (Google Data Flow, Google Data Fusion, Google Cloud Scheduler Google Data prep, Google Cloud Storage, Google Big Query, Looker Studio)

	ETL/ELT Tools
	Azure Data Factory, Snow Pipe, Google Data Flow, Google Data Fusion, Informatica, SSIS

	Apache Spark
	Spark Core, Data Frames, Spark SQL, Spark Stream, Kafka


	Code Repository Tools
	Git, GitHub

	Database
	[bookmark: _heading=h.30j0zll]MySQL, Google Big Query, Oracle Database 11g, Azure SQL, Azure Synapse, Snowflake.

	Reporting Tools
	Power BI, Tableau, Looker, Bime Analytics

	NoSQL Databases
	MongoDB, Cosmos DB.

	Languages
	Python, SQL, Snow SQL, PostgreSQL, PySpark, UNIX Shell Script

	Code Repository Tools
	Git, GitHub

	Operating System
	Windows 10/7/XP, UNIX, LINUX, Mac OS.




PROFESSIONAL EXPERIENCE:

Reputation, San Ramon, CA
Lead Data Engineer							JAN 2020 - PRESENT
Project Name — Agency Actions Reporting

· Developed comprehensive migration strategy, including assessment of existing GCP resources, identification of equivalent services in Azure, and creation of migration plan with minimal downtime. 
· Proficient in utilizing Microsoft Fabric as a key component of data engineering solutions, orchestrating and automating complex data workflows for efficient data movement, transformation, and processing across diverse data sources and destinations.
· Led GCP to Azure migration for data pipelines and storage, resulting in a 20% cost reduction.
· Data Ingestion to one or more Azure Services - (Azure Data Lake, Azure Storage, Azure            SQL, Azure DW) and processing the data in Azure Databricks.
· Developed Spark SQL Scripts for data Ingestion from Oracle to Spark Clusters and relevant data joins using Spark SQL.
· Experience building distributed high-performance systems using Spark and Scala
· Designed and implemented ADF (Azure Data Factory) pipelines to replicate complex data workflows previously built in Cloud Dataflow, ensuring seamless data flow in the new environment.
· Hands-on experience in developing Power BI dashboards and reports to visualize and analyze data insights, enabling stakeholders to make informed business decisions.
· Extract Transform and Load data from Sources Systems to Azure Data Storage services using a combination of SSIS, Azure Data Factory, T-SQL, Spark SQL, and U-SQL Azure Data Lake Analytics
· Data Ingestion to one or more Azure Services - (Azure Data Lake, Azure Storage, Azure     SQL, Azure DW) and processing the data in Azure Databricks.
· Designed and implemented Python-based ETL (Extract, Transform, Load) pipelines using Azure Databricks and Azure Data Factory, enabling efficient and scalable data movement and transformation.
· Utilized Python libraries such as pandas, NumPy, and sci-kit-learn for data manipulation, analysis, and machine learning tasks, driving insights and decision-making within data engineering projects.
· Utilized Python scripting within Azure Data Factory (ADF) to automate complex data transformations and orchestrate data pipeline execution
· Experienced in applying Agile principles to the development of data pipelines, enabling rapid iteration, feedback, and continuous improvement of data processing workflows.
· Experienced in integrating Power BI with various data sources, including relational databases, cloud platforms, and data warehouses, to create unified and interactive data visualizations.
· Developed Spark applications with Azure Data Factory and SSIS for data extraction, transformation, and aggregation from different file formats to analyze and transform the data to uncover insights into customer usage patterns.
· Managed relational database service in which Azure SQL handles reliability, scaling, and maintenance.
· Used Spark and Scala for developing machine learning algorithms that analyze click stream data.
· Integrated data storage solutions with Spark, particularly with Azure Data Lake storage and Blob storage.
· completed a proof of concept for Azure implementation, with the larger goal of migrating on-premises servers and data to the cloud.
· Responsible for estimating cluster size, monitoring, and troubleshooting the Spark Databricks cluster.
· Experienced in adjusting the performance of Spark applications for the proper batch interval time, parallelism level, and memory tuning.
· Developed and maintained PySpark in conjunction with Snowflake to process structured and semi-structured data formats, such as JSON, Parquet, Avro, and ORC, for diverse business use cases.
· Worked with structured data in Snowflake to improve performance by various advanced techniques like Bucketing, Partitioning, and Optimizing self joins.
· Developed JSON Scripts for deploying the Pipeline in Azure Data Factory (ADF) that processes the data using the SQL Activity.
· Used Snowflake cloud data warehouse for integrating data from multiple source systems which include nested JSON formatted data into Snowflake table.
· Hands-on experience in developing SQL Scripts for automation purposes.
Environment: Azure Data Factory, Snowflake, Scala, Azure Databricks, Azure SQL, Azure Data Lake, Azure Blob Storage, Azure ML, JIRA, Python, PowerBI, PySpark.
Valeo, Chennai, India
Data Engineer								JUNE 2016 - JAN 2020
Project Name — SmartBI Analytics

· Develop data flows between applications and Business Intelligence Data Warehouses, especially Big Data using Cloud Data Flow. 
· Extensively used Cloud Function/Cloud Data Fusion ETL tool to load data from Google spreadsheets and CSV files to Google Big query.
· Extensively used ETL tool to load data from SAP Server, Google spreadsheets, and flat files Google Big Query database 
· Migrated around 50 Data Pipelines from Crosscut to Google Data Flow.
· Migrated around 200 Reports from Bime Analytics to Looker Studio/Tableau based on the Client requirements and Data Volume.
· Provide Production support on Reporting related Issues and Performance Issues using JIRA. Work with the clients to understand and prioritize Dashboard requirements while proactively suggesting future enhancements and improvements.
· Develop a big data web application using Agile methodology in Scala as Scala has the capability of combining functional and object-oriented programming.
· Encoded and decoded JSON objects using PySpark to create and modify the data frames in Apache Spark
· Data Workflows and Pipelines are created for transition and analyzing trends using Spark Mllib.
· Used Spark SQL for data pre-processing, cleaning, and joining large data sets.
· Design data flow and data transformation with an ETL tool called Cross Cut/Cloud Data Flow 
· Create and manage tables, and views using SQL queries in Google Big Query according to Business requirements. 
· Create Dashboards Analyze data and provide recommendations for reports with a Cloud BI tool called Tableau/Looker Studio/Bime. 
· Worked on Machine Learning Algorithms Development for analyzing click stream data using Spark and Scala.
· Experience in providing Logging and Error handling by using Stack Driver 
· Automated data transfer from various data sources to Google Cloud Storage using Python within Google Cloud Function. 
· Implemented Spark RDD transformations, actions to migrate Map reduce algorithms
· Design and implement proof of concept solutions and manage user access, licenses, and data connections for all business users with Bime/Looker Studio 
· Provide full documentation along with version history on each project in SmartBI adhering to naming conventions 
· Create Dashboards Analyze data and provide recommendations for reports within Tableau. 
Environment: Google Bigquery, Google Data Flow, Google Cloud Storage, Oracle SQL, Google Cloud Function, Bime Analytics, Tableau, Scala, Looker Studio, Crosscut, JIRA, File Zilla.
Caterpillar, Peoria, IL
ETL Developer/ Data Engineer						 OCT 2013 - FEB 2016
Project Name — EDI Warehouse

· Involved in Requirement gathering, Business Analysis, Design and Development, testing, and implementation of business rules.
· Understand business use cases, integration business, write business & technical requirements documents, logic diagrams, Pro charts, and other application-related documents.
· Used Panuas in Python for Data Cleansing and validating the source data.
· Designed and developed ETL pipeline in Azure cloud which gets customer data from API and processes it to Azure SQLDB.
· Orchestrated all Data pipelines using Azure Data Factory and built a custom alerts platform for monitoring.
· Experience in creating a data lake using spark which is used for downstream applications
· Created custom alert queries in Log Analytics and used Webhook actions to automate custom alerts.
· Created Databricks Job workflows which extract data from SQL server and upload the files to sftp using PySpark and Python.
· Used Azure Key vault as a central repository for maintaining secrets and referenced the secrets in Azure Data Factory and also in Databricks notebooks.
· Built a common SFTP download or upload framework using Azure Data Factory and Databricks. Maintain and support Teradata architectural environment for EDW Applications.
· Involved in the full lifecycle of projects, including requirement gathering, system designing, application development, enhancement, deployment, maintenance, and support.
· Involved in logical modeling, physical database design, data sourcing, data transformation, data loading, SQL, and performance tuning.
· Project development estimations to business and upon agreement with business delivered project accordingly.
· Use Spark to process the data before ingesting the data into the HBase. Both Batch and real-time spark jobs were created using Scala.
· Develop conceptual solutions & create proof-of-concepts to demonstrate viability of solutions.
· Technically guide projects through to completion within target timeframes.
· Collaborate with application architects and DevOps.
· Identify and implement best practices, tools, and standards.
· Design Setup maintain Administrator the Azure SQL Database, Azure Analysis Service, Azure SQL Data warehouse, Azure Data Factory, Azure SQL Data warehouse.
· Build Complex distributed systems involving huge amounts of data handling, collecting metrics building data pipelines, and Analytics.


Environment: Spark, Hive, Python, HDFS, Scala, MySQL, Impala, Azure, S3, EC2, Redshift.

Discover Financial Services, Deerfield, IL
ETL Developer/Data Engineer						OCT 2012 - SEP 2013
Project Name — Banking Financial Data Warehouse

· Understanding of the functionality as per the business requirements. 
· Extracted data from various source systems like files and Oracle and loaded them into the warehouse. 
· Extract data from different sources stage it into a single place and apply business logic to load them in the DWH.
· Extensively used Transformations like Router, Aggregator, Normalizer, Joiner, Expression and Lookup, Update strategy and Sequence generator and Stored Procedure. 
· Implemented performance-tuning logic on targets, sources, mappings, and sessions to provide maximum efficiency and performance.
· Contributed to the design of a Conceptual data model, Bus matrix, Logical Data Model, and Physical Data Model 
· Used SQL tools like TOAD to run SQL queries and validate the data. 
· Contributed as a single database resource and received an achievement award. 
· Designed, deployed, maintained, and led the implementation of Cloud solutions using Microsoft Azure and underlying technologies
· Migrating Services from On-premise to Azure Cloud Environments. Collaborate with development and QA teams to maintain high-quality deployment
· Deployed the initial Azure components like Azure Virtual Networks, Azure Application Gateway, Azure Storage, and Affinity groups.
· Conducted capacity planning and architecture of Storage Accounts.
· Configured Azure Traffic Manager to build routing for user traffic Infrastructure Migrations: Drive Operational efforts to migrate all legacy services to a fully Virtualized Infrastructure.
· Prepared capacity and architecture plan to create the Azure Cloud environment to host migrated IaaS VMs and PaaS role instances for refactored applications and databases.
· Installing the Applications Insights tool on the web services and configuring an Application Insight workspace in Azure. Configured Application Insights to perform web tests and alerts.
· Handle deployment workflow including provisioning, load balancing, and health monitoring.
· Implemented HA deployment models with Azure Classic and Azure Resource Manager
· Configured Azure Active Directory and managed users and groups.

Environment: Azure, S3, EC2, Redshift, Informatica Power center 9.0.1, TOAD, MySQL, Oracle 9i, Unix shell script


EDUCATION:
· Silicon Valley University, Milpitas, CA — Master’s Degree
DEC 2010 - SEP 2012
Achieved 3.67/4.0 GPA after Bachelor, in Computer Science Technology 
· JNTU, Hyderabad, India — Bachelor of Technology
JUNE 2006 - JUNE 2010
Achieved 3.2/4.0 GPA after Bachelors, in Computer Science Technology
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