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SUMMARY
· I am a Data Engineer with 9 years of experience in the design, development, and implementation of Cloud, Big Data, Hadoop, Spark, and Data Pipeline solutions. I have strong expertise in data modeling, migration, warehousing, ingestion, integration, and reporting, with extensive hands-on experience across Big Data ecosystems such as Hive, Spark, HDFS, Cloudera, Hortonworks, Pig, HBase, Sqoop, Flume, Oozie, Zookeeper, and Mahout. My background includes optimizing performance with Spark-SQL, Data Frames, Streaming, MLlib, PySpark, and Scala, as well as designing and developing end-to-end Hadoop architectures with HDFS, MapReduce, Kafka, Yarn, and NoSQL technologies.
· I bring in-depth cloud expertise, having worked extensively with Azure (ADF, Data Lake, Synapse, SQL DW, HDInsight, Databricks, Analytical Services), GCP (BigQuery, Dataflow, Pub/Sub, Dataproc, Composer, Cloud Functions, Terraform, Stackdriver, GCP migrations), and AWS (EC2, S3, RDS, Glue, Lambda, EMR, Redshift, DynamoDB, CloudWatch). I am proficient in Databricks, ETL/ELT tools such as ADF, SSIS, Talend, Informatica, and Matillion, and skilled in SQL & NoSQL databases including Teradata, Oracle, SQL Server, Snowflake, MongoDB, and HBase.
· Additionally, I have strong knowledge of data warehousing concepts (fact/dim models, star & snowflake schemas), ETL frameworks, data quality, mapping, and filtration. I am experienced in scheduling and monitoring workflows with Airflow and Oozie, implementing CI/CD pipelines using Jenkins, Git, and SVN, and working with serverless architectures using AWS Lambda and S3. My scripting expertise includes Shell, Python, Scala, and PySpark for automation and ingestion of structured and unstructured data (Text, JSON, and Parquet). I am also proficient in data visualization and BI tools such as Power BI, Tableau, Matplotlib, and Plotly, with experience in UNIX environments and Hadoop cluster administration using Cloudera Manager.
· With a strong foundation in Agile and Waterfall SDLC methodologies, I bring end-to-end experience across data engineering, cloud migration, and advanced analytics, ensuring scalable and high-performance data solutions

SKILLS
	Hadoop/Spark Ecosystem
	Hadoop, MapReduce, Pig, Hive/Impala, YARN, Kafka, Flume, Oozie, Zookeeper, Spark, Airflow

	Cloud Platforms
	AWS: Amazon EC2, S3, RDS, IAM, Auto Scaling, CloudWatch, SNS, Athena, Glue, Kinesis, Lambda, EMR, Redshift, DynamoDB 
Azure: Azure Cloud Services (PaaS & IaaS), Azure Synapse Analytics, SQL Azure, Data Factory (ADF), Azure Analysis Services, Application Insights, Azure Monitoring, Key Vault, Azure Data Lake, Azure HDInsight
GCP: Google Cloud Storage - GCS, Google Compute Engine - GCE, Dataproc, BigQuery, Pub/Sub, Dataflow, Cloud SQL, Data Fusion, Cloud Functions, Cloud Composer

	ETL/BI Tools
	Informatica, SSIS, Tableau, PowerBI, Protegrity, SSRS

	CI/CD
	Jenkins, Splunk, Ant, Maven, Gradle

	Ticketing Tools
	JIRA, Service Now, Remedy

	Database
	Oracle, SQL Server, Cassandra, Teradata, PostgreSQL, Snowflake, HBase, MongoDB

	Program Languages
	Scala, Hibernate, PL/SQL, R

	Version Control
	Git, Subversion, Bitbucket, TFS

	Scripting Languages
	Python, Scala, R, PL/SQL, Shell Scripting, GitBash

	DevOps Tools
	Jenkins, Docker, Kubernetes

	IDE & Build Tools
	IntelliJ, Eclipse, PyCharm, Maven, Gradle

	Platforms
	Windows, Linux (Ubuntu), Mac OS, CentOS (Cloudera)


.
PROFESSIONAL EXPERIENCE
Sr. Data Engineer 											02/2024 - Present
KPMG (Dallas, Texas)
· Implemented medium-to-large scale BI solutions on Azure (Data Lake, Data Factory, Data bricks, Synapse, Stream Analytics, and NoSQL DB).
· Migrated on-prem data (Oracle, SQL Server, DB2, MongoDB) to Azure Data Lake & Snowflake using ADF, Matillion, SSIS, and AWS DMS.
· Built ETL pipelines with ADF, Azure Databricks, and AWS Glue; worked with Delta Lake for reliable data lakes.
· Developed real-time data pipelines using Spark Streaming with Kafka, PySpark, and Scala.
· Designed complex Hive/Spark SQL queries with partitioning, clustering, and optimization for performance.
· Experienced in AWS services: Redshift, S3, Spectrum, Athena, Lambda, Glue; implemented campaign data migration and reporting.
· Worked on data cleansing, encryption, and transformations with PySpark and Data bricks notebooks.
· Automated workflows using Apache Airflow and designed DAGs for ETL pipelines.
· Designed IoT streaming pipelines with Databricks Delta tables & ACID transactions.
· Created Tableau dashboards & Power BI reports with interactive charts, heatmaps, and direct queries.
· Managed data migration & storage using Azure SQL, Blob Storage, PolyBase, and scheduled jobs for data processing.
· Worked with Sqoop for ingesting data from RDBMS into Hadoop (incremental Hive tables).
· Developed scripts for data purging, pipeline maintenance, and monitoring in Azure & AWS.
· Implemented CI/CD pipelines for data workflows using Jenkins, Git, and Azure DevOps, ensuring smooth deployment and version control.
· Implemented CI/CD pipelines for data workflows using Jenkins, Git, and Azure DevOps, ensuring smooth deployment and version control.
· Collaborated with cross-functional teams in agile environments to deliver end-to-end data engineering solutions aligned with business goals.

Sr. Data Engineer / Analyst  										12/2021 - 11/2023
Charles Schwab (Dallas, Texas)
· Designed and implemented ETL workflows with Azure Data Factory (ADF V1/V2), Databricks, Spark SQL, and Delta Lake, including custom error logging.
· Migrated on-prem data (Oracle, SQL Server, DB2, MongoDB) to Azure Data Lake, Blob Storage, and Snowflake using ADF pipelines, Matillion, and SSIS.
· Built data pipelines in Azure Databricks (PySpark/Scala) for data extraction, cleansing, historical & incremental loads, and aggregation (JSON, Parquet).
· Developed real-time streaming solutions with Kafka, Spark, and Hive, automating pipelines with JSON scripts in ADF.
· Converted Hive/SQL queries into Spark transformations, improving scalability and performance.
· Designed and tested dimensional data models (Star & Snowflake schema) to support analytics and reporting.
· Implemented AWS Glue, Lambda, Athena, and Redshift for ETL, automation, and data cataloging.
· Created Tableau/Power BI dashboards and provided production support for SSIS, SQL Server, Matillion, and Snowflake.
· Developed Python/Django forms and used PyTest for unit and functional testing.
· Actively involved in project planning, migration management, and Agile/Scrum ceremonies.
· Configured CI/CD pipelines using Jenkins, Git, and Azure DevOps for automated deployments.
· Optimized data pipeline performance, reducing processing times and improving scalability.
· Collaborated with cross-functional teams to deliver secure, reliable, and business-focused data solutions.

Data Engineer      											07/2018 - 11/2021
Thynk Blynk (Hyderabad, INDIA)
· Gathered business requirements, prepared ETL design docs, and defined Data Warehouse architecture with physical/functional components.
· Designed and developed ETL pipelines using Azure Data Factory, Logic Apps, Matillion, Informatica, and custom automation workflows.
· Built Azure Web Jobs & Functions to extract data from APIs and load into Azure Data Warehouse.
· Migrated on-prem (SQL Server, Oracle, Flat Files) and GCP (BigQuery, GCS, Pub/Sub, Dataproc) data to Azure Synapse, Blob, and HDInsight, ensuring smooth transitions.
· Designed data cleansing, validation, and transformation scripts (MLOAD/FLOAD) in Teradata and Informatica; applied MDM rules for customer data consistency.
· Optimized ETL workflows with performance tuning, error handling, and incremental loads in ADF, Matillion, and Informatica.
· Processed large datasets using PySpark, Hive, HDFS, and GCP Dataproc for analytics and ML models.
· Created interactive dashboards & reports using Tableau, including report scheduling and publishing.
· Strong expertise in SQL/PLSQL development, stored procedures, functions, triggers, and performance optimization techniques.

Data Analyst 												08/2016 - 06/2018
Accenture Solutions Hyderabad, INDIA
· Built real-time streaming ETL pipelines using Kafka Streams, Hive, and Spark (Scala, Spark SQL), including partitioning, bucketing, and performance optimization.
· Migrated MapReduce programs to Spark, implemented Sqoop jobs for RDBMS–Hive data exchanges, and automated warehouse builds with GCP + Matillion.
· Worked with Hadoop distributions (Cloudera, Hortonworks, MapR) and deployed clusters on Google Cloud Compute Engine (GCE).
· Developed and optimized PySpark/Scala scripts and leveraged Hive tables for faster data processing.
· Designed and deployed GCP infrastructure with Ansible, Terraform, and Dataproc; managed data migration from on-prem to GCP.
· Utilized BigQuery, Dataflow, Pub/Sub, Cloud SQL, and GCS for large-scale data processing, streaming, analytics, and relational data management.
· Built CI/CD pipelines with Jenkins, Job Builder, Gradle, and Maven for automated deployments and weekly releases.
· Created interactive dashboards and reports using Tableau for business users.
· Integrated Teradata and Cassandra with GCP for seamless data sharing and storage.
· Backed up and processed PostgreSQL and Hadoop data on GCP using Dataproc and Data Frames.

EDUCATION
Bachelors in Electronics and Communication Engineering
Jawaharlal Nehru Technological University Hyderabad

