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SHREYAMSHA DEBBATA
Senior Gen AI/ Data Scientist
PROFESSIONAL SUMMARY
· Over 11+ years of experience delivering enterprise AI, Generative AI, NLP, MLOps, and analytics solutions across finance, healthcare, government, telecom, retail, and IT service domains, driving innovation and scalable adoption of data-driven systems.
· Architected production LLM systems leveraging GPT-4, LLaMA-3, Falcon, and Claude for conversational assistants, document automation, and compliance workflows.
· Implemented retrieval and semantic search systems using LangChain, LlamaIndex, RAG, and vector DBs like Pinecone and FAISS to enable accurate knowledge retrieval over large corpora.
· Applied parameter-efficient tuning approaches such as LoRA, PEFT, and QLoRA for domain adaptation while minimizing compute and memory footprint.
· Built deep learning and transformer pipelines with PyTorch, TensorFlow, and Hugging Face Transformers for classification, summarization, and generation tasks.
· Designed clinical and regulatory NLP workflows using BioBERT, ClinicalBERT, BERT, T5, and BART for entity extraction, de-identification, and summarization.
· Engineered data platforms and feature pipelines using Apache Spark, PySpark, Databricks, Airflow, and Kafka to support large-scale model training and streaming inference.
· Implemented ETL and warehousing solutions on BigQuery, Snowflake, Azure Data Lake, and AWS S3 for scalable training datasets and analytics.
· Established end-to-end MLOps with MLflow, Kubeflow, AWS SageMaker, Azure ML, and GCP Vertex AI for reproducible experiments, model registry, and automated retraining.
· Containerized and orchestrated workloads via Docker, Kubernetes, and Helm to enable resilient deployments across hybrid clouds.
· Built monitoring and observability using Prometheus, Stackdriver, ELK Stack, and Grafana to track model drift, latency, and infra health.
· Developed business reporting and dashboards using Tableau, Power BI, and Looker, converting model outputs into actionable KPIs.
· Applied graph analytics with Neo4j for link analysis, fraud detection, and relationship-based recommendations.
· Designed multimodal solutions combining text, images, and tabular data using OpenCV, transformer encoders, and CNNs for richer business signals.
· Used traditional and modern ML algorithms such as XGBoost, LightGBM, Random Forest, SVM, and deep LSTM/Transformer models depending on problem fit.
· Implemented secure data practices: IAM, RBAC, KMS encryption, and compliance controls for HIPAA, GDPR, and SOC2 contexts.
· Applied prompt engineering, instruction tuning, and few/zero-shot techniques to improve LLM utility for non-technical users.
· Led cross-functional collaboration with product, engineering, compliance, and operations teams to deliver production-grade AI initiatives.
· Mentored teams on GenAI best practices, model explainability (SHAP/LIME), and responsible AI governance.

Technical Skills:
	Generative AI & LLMs
	GPT-4, LLaMA-3, Falcon, Claude, LangChain, LlamaIndex, RAG, LoRA, PEFT, QLoRA, Hugging Face Transformers

	NLP & Speech
	BERT, RoBERTa, BioBERT, ClinicalBERT, T5, BART, spaCy, NLTK, Wav2Vec2

	ML & DL Frameworks
	PyTorch, TensorFlow, Keras, Scikit-learn, XGBoost, LightGBM

	Vector DB & Semantic Search
	Pinecone, FAISS, ElasticSearch

	Data Engineering & Streaming
	Apache Spark, PySpark, Databricks, Apache Kafka, Airflow, Hadoop, Hive

	Data Warehouse / Storage
	BigQuery, Snowflake, PostgreSQL, MySQL, SQL Server, Oracle, MongoDB

	Graph & Relationship Analytics
	Neo4j, Graph ML

	MLOps & Deployment
	MLflow, Kubeflow, AWS SageMaker, GCP Vertex AI, Azure ML, Docker, Kubernetes, Helm

	Cloud Platforms & Tools
	AWS, GCP, Azure, S3, GCS, Azure Data Lake

	Visualization & BI
	Tableau, Power BI, Looker, Matplotlib, Seaborn, Plotly

	CI/CD & Infrastructure
	GitHub Actions, Jenkins, Azure DevOps, Terraform, CloudFormation

	Security & Compliance
	IAM, RBAC, KMS, HIPAA, GDPR, SOC2

	Programming & APIs
	Python, R, SQL, FastAPI, Flask

	Other Tools
	OpenCV, DVC



EDUCATION
·  Bachelor’s in computer science, JNTUH, Hyderabad, India, 2013
PROFESSIONAL EXPERIENCE

Client: Morgan Stanley, New York, NY							            May 2024 - Till Date
Role: Sr. GenAI/ML Data Scientist / Prompt Engineer
Responsibilities:
· Architected a multi-stage RAG pipeline leveraging GPT-4, LangChain, and Pinecone to provide auditors and analysts fast, context-aware responses from decades of compliance documents; designed chunking, embeddings, and retrieval strategies to preserve regulatory context.
· Implemented conversational assistants driven by LLMs as FastAPI microservices that plug into enterprise CRM and case management systems, orchestrating contextual prompts, retrieval steps, and fallback handlers for regulated queries.
· Built resilient data ingestion and labeling pipelines using Spark and Airflow, including deduplication, normalization, and enrichment processes to produce high-quality training corpora for both supervised and generative models.
· Applied LoRA fine-tuning on LLaMA-3 with curated transaction streams to adapt language models for financial anomaly detection and domain-aware summarization tasks.
· Designed analytics layers in BigQuery and interactive Looker dashboards to combine model outputs with ledger data for portfolio risk and trend monitoring used by product and compliance teams.
· Implemented entity extraction and relation mapping using BERT/ RoBERTa to automatically tag counterparty entities, risk indicators, and regulatory references across unstructured filings.
· Automated model experimentation, versioning, and deployment with MLflow, containerization with Docker, and pipeline automation via GitHub Actions, ensuring traceability from dataset to production.
· Deployed monitoring and alerting using Prometheus and Stackdriver to detect inference anomalies, input distribution drift, and infra issues; implemented automated rollback for degraded models.
· Designed, optimized, and iterated prompt engineering strategies for LLMs (GPT, Claude, LLaMA) to improve output accuracy, relevance, and contextual understanding.
· Developed few-shot and zero-shot prompting techniques to enhance model reasoning, reduce hallucinations, and improve factual accuracy.
· Worked with data scientists, ML engineers, and product teams to integrate prompt workflows into AI-powered applications and APIs.
· Conducted A/B testing and evaluation of prompts, leveraging human feedback and evaluation metrics (BLEU, ROUGE, accuracy) to drive performance improvements.
· Implemented system prompts, role-based prompting, and chain-of-thought (CoT) approaches for advanced reasoning use cases.
· Engineered secure hybrid connectivity patterns between AWS RDS and GCP-hosted inference workloads, using VPC peering, private connectors, and strict IAM policies to reduce data movement risk.
· Implemented data encryption at-rest and in-transit with KMS, and applied tokenization/field-level controls to protect sensitive financial attributes.
Environment: Python, PyTorch, Hugging Face, GPT-4, LLaMA-3, LangChain, Pinecone, BigQuery, GCP Vertex AI, Airflow, Spark, Docker, Kubernetes, MLflow, GitHub Actions, Prometheus, Stackdriver, Looker, AWS RDS, KMS

Client: Florida Department of Health, Tallahassee, FL			                     	              Feb 2023 - Apr 2024
Role: AI/ML Engineer
Responsibilities:
· Worked on PostgreSQL (pgAdmin), Cassandra (DataStax), SQL Developer tools to query and extract logs from BPM and MTAS database
·  Built different use cases and extensively worked on Jupyter Notebook for Data Cleaning, converted data into structured format, removed outliers, dropped irrelevant columns & missing values, imputed missing values with median/mode/average/min/max other statistical methods
·  Worked on libraries like NumPy, Pandas, SciKit Learn, mathplot,seaborn, psycopg2 etc.
·  Using machine learning techniques supervised, unsupervised, reinforcement learning and understand the requirement & design for AI/ML use cases
· Developed and scaled machine learning and deep learning models like Logistic Regression, Random Forest, Gradient Boosting Machines, SVM (Support Vector Machines), etc. for classification
·  Programmed using python to prototype and deploy Machine Learning, Deep Learning, Predictive models, Probabilistic and Statistical Modeling based approach with user interface development
·  Build, train and deploy ML models on AWS with Amazon sage maker
·  Designing and executing processes related to machine learning and predictive modeling, data mining, and research on large scale complex data sets using statistical models, graph models, text mining and other modern techniques
·  End to end analytical solutions to the business problems. Understanding the problem, data and creating an analytical solution using statistical techniques in Python or R and providing recommendations.
·  Used machine learning modelling techniques like GridSearchCV, SMOTE. 
·  Worked on CentOS7 and Linux to access the AWS EC2 instances.
·   Created customized Tableau dashboards for daily/weekly/monthly reporting purposes.
·  Perform unit testing and provide system test support and Validate & monitor deliverable in production  Automated the ML model building process by building Data Pipelines further integrating it with Data
· cleaning process
·  Used PuTTy for accessing the AWS EC2 instances for training the models with Production phase data
· Use Jira for project management teams such us report,& analysis, workflow customization, issue /task management, project customization and help to team of all types manage work
·  Collaborates with business and team members to understand company needs, Employs predictive modeling, text mining, and forecasting techniques, Keeps up-to-date with analytics technology and understands their utility for daily
·  Evaluate the method and technical solution of data analytics projects
·  Design elegant data visualizations to present complex analysis and insights to customers with Tableau or other related tools
Environment: Python, TensorFlow, Hugging Face, BioBERT, ClinicalBERT, Falcon, LLaMA-2, AWS SageMaker, HIPAA, Aws DevOps, Jenkins, Kafka, Docker, Kubernetes, Neo4j, Power BI.

Client: State of Colorado,Denver,CO					                                        	Aug 2021 - Jan 2023
Role: AI/ML Consultant
Responsibilities:
· Communicate with stakeholders’ business VP, Product manager, Client to understand challenges in business which can be resolved with ML based solutions.
·  Retrieved/fetched data from multiple databases, understand the relations between the different entities, stored procedures.
·  Extract data using web scraping and integrate it with dataset.
· Performed data analysis, data visualization to understand the trends and pattern, anomaly in the data. 
·  Designed, built, and trained ML- Artificial intelligence models such as Linear Regression, Decision Tree, Random Forest Regressor, Boosted Decision Trees regressor, CatBoost, LightGBM, XGBoost Regressor,
· Time series forecasting -ARIMA, ARIMAX
·  Performed hyperparameters tuning using Grid Search and Randomized Search cross validations to optimize model performance.
·  Experienced in working with AI client for utilizing Azure cognitive microservices for Computer Vision use cases like image tag/ analytics, content moderation, Text extraction (OCR), face recognition.
·  Experienced working with Azure LUIS APIs for language detection, phrase extraction, entity recognition [image: ] Experienced and working different data structures
·  Experienced in design and building azure chatbot using Bot Framework and test it using bot emulator.
·  Experienced working on prompt engineering for generative AI for data synthesis, images, and video creation augmentation
·   Delivered ML classification solution for Student retention problem for higher education
·  Designed, build, and implemented classification models like random forest classifier, Artificial Neural network classifier, Multiclass boosted decision tree.
·  Experienced in optimization of hyperparameters tuning to obtain best model, best model is evaluated for a metrics
· Worked on Exploratory data analysis, Feature Extraction/Engineering, data wrangling, design, build and optimize the ML predictive model.
·  Create business level dashboard report on the results achieved with best Machine Learning model.
·  Worked on interpreting the results with Explainable AI tools like Shapely Values, Explainable Graphs and charts for manifesting the business impact of the use case.
·  Knowledge on Big Data frameworks and visualization tools (Hadoop, Spark, Tableau)
· Experienced using multiple Azure Cognitive microservices APIs for business applications like OCR for extracting text from Pdf forms, face detection and recognition, NLP- sentiment analysis, NLU- language identification analysis, text analytics- image to text, speech to text, NLU- Azure LUIS for identifying the utterance and intent and entities from text and images.
·  Deployed machine learning pipelines as container instance / kubernetes service on cloud platform for model with best results and consumed inference pipeline predictions with REST API endpoint.
· Created business level dashboard reports for predictions generated using ML models
·   Visualize ML model predictions for Explainable AI using SHAP values, SHAP library.
Environment: Python, Hugging Face, Azure ML, GCP Vertex AI, Databricks, Spark SQL, FAISS, ELK Stack, Grafana, Azure DevOps, LIME, SHAP, spaCy, Looker.

Client: T-Mobile,Herndon,VA						           		               Apr 2019 - Jul 2021
Role: Senior Data Scientist
Responsibilities:
· Identified, gathered, and preprocessed large-scale, multi-dimensional datasets using HPE's data management systems, building efficient data pipelines for seamless integration and processing.
· Conducted in-depth data analysis with Python, R, and SQL, extracting actionable insights to drive data-driven decision-making across various business units.
· Utilized AWS and HPE's cloud platforms (EMR, S3, Apache Spark) for large-scale data processing and analysis, ensuring high efficiency and scalability in handling complex datasets.
· Developed and optimized machine learning models using TensorFlow, PyTorch, and HPE's AI/ML tools, focusing on computer vision, natural language processing (NLP), and predictive analytics.
· Specialized in designing deep learning models for tasks like image classification, object detection, and language translation, optimizing performance with hyperparameter tuning, model pruning, and transfer learning.
· Implemented regression models including Linear Regression, Ridge Regression, and Lasso Regression for predicting continuous outcomes.
· Designed and applied classification models such as Logistic Regression, Support Vector Machines (SVM), Random Forest, Gradient Boosting Machines (GBM), and XGBoost for categorical predictions.
· Utilized Autoencoders for dimensionality reduction and anomaly detection, and Generative Adversarial Networks (GANs) for data augmentation.
· Implemented end-to-end AutoML solutions and designed ML pipelines using Vertex AI and HPE's AI platforms, automating model training, evaluation, and deployment processes.
· Applied AI/ML algorithms to edge computing scenarios, deploying models on HPE's edge devices for real-time data processing and decision-making, particularly in IoT and industrial automation applications.
· Developed dynamic and interactive dashboards using Tableau and Power BI, presenting complex data and model outcomes to stakeholders with clarity and precision.
· Ensured AI models adhered to ethical guidelines, emphasizing fairness, transparency, and accountability, and aligned with industry standards and HPE's compliance requirements.
· Collaborated with cross-functional teams to develop and deploy AI solutions, utilizing Git for version control and continuous integration/continuous deployment (CI/CD) pipelines.
Environment: Python, R, Spark Streaming, XGBoost, Random Forest, Wav2Vec2, Flask, Docker, AWS EC2, AWS Lambda, CloudWatch, Tableau, ELK Stack.

Client: Kroger,GlenAllen,VA 					         		                            Jan 2016 - Mar 2019
Role: Data Analyst
Responsibilities:
· Utilizing advanced statistical methodologies and machine learning models like linear, multiple & logistic regression, decision trees, Bayesian inference to solve complex business problems.
·  Performed Data profiling, and preliminary data analysis and handle anomalies such as missing, duplicates, outliers, and imputed irrelevant data.
·  Work extensively with advanced analytical action utilizing various filters, sets, groups, LOD, parameters, hierarchy, calculated fields, and table calculations on Tableau reports and workbooks
·  Strong hands-on experience with creating dashboards, data visualizations, and analytics using Tableau Desktop
·  Handling large sets of data using Python and Tableau.
·  Analyzing large data sets and conducting regression analysis and understanding Gaussian distribution [image: ] Methodically writing complex queries for joining, filtering, and analyzing data using SQL Server 2014 [image: ] Extensive experience in creating, maintaining, and tuning views, user-defined functions, and system
· functions using SQL Server
·  Experience in working with live data, structured and unstructured data from multiple data sources and translate complex data into user-friendly versions
·  Integrated data from various Data sources like Oracle, MSSQL Server, IBMDB2, Teradata using Informatica to perform Extraction, Transformation, loading (ETL processes)
·   Worked and extracted data from various database sources like Oracle, SQL Server
·  Loaded Flat File Data into Designed and built Star and Snowflake dimensional models creating facts, dimensions, measures, cube and established data granularity
·  Identifying and evaluating Key Performance Indicators (KPI’s)
·  Establishing and coordinating the assembly of records necessary for quality control tracking, including charts, statistical analysis and reports
·   Managing project activities and resources and forecasts through clarity allocations using Gantt chart
· [image: ] Created Traceability Matrix for Test Cases & Functional Requirements and performed User Acceptance Testing (UAT) to ensure standard and proper functionality implementation.
·  Developing AWS cloud formation templates to create custom-sized VPC, subnets, EC2 instances, ELB, and security groups
·  Creating high availability and scalable AWS stacks using EC2 auto-scaling functionality 
· Maintaining a farm of EC2 instances, ELB's and RDS
·   Worked on Cloud automation using AWS Cloud Formation templates
·  Responsible for creating new IAM users & groups in addition to defining roles and policies in the directory server
·  Responsible for hosting static content on AWS S3 and having them updated on content delivery network
·  Coordinated with Business Analyst and designed logical and physical data models as per the requirements
Environment: SQL Server, Oracle, Hadoop, Hive, Spark, Tableau, Power BI, Python (Pandas, NumPy, Matplotlib), Word2Vec, FastText, Excel.

Client: Value Momentum, Hyderabad, India         			        		                     May 2013 – March 2015
Role: Data Analyst
Responsibilities:
· Worked as a Data Analyst using SAS and SQL, involved with database migration and data warehousing project. Created SAS Data sets as per requirements and validated data using SAS and SQL.
·  Worked on ensuring Data Completeness, Data Transformation, Data profiling& Data Quality for various data feeds coming from the source.
·  Created workflow and process flow Visio diagrams reflecting current and proposed business processes and site functionality.
·  Wrote requirement specifications, user stories, acceptance criteria, and test cases and used Jira as a ticket management tool and confluence for documentation
·  Used SQL queries/joins to query SQL Server databases for data analysis and documentation of data flow and data processes for ETL Migration.
·  Created Data Mapping Documents and Sources to Target Transformation documents for ETL / Data Warehouse.
·  Worked with various Tableau Desktop functionalities & capabilities (Filters, Hierarchies, Sorting, Sets, Parameters, Custom Groups, Creating Stories, Mapping, Custom Geocoding, etc.) Planned and conducted requirements, and elicitation meetings with the business to collect functional and non- functional requirements relating to client's enhancement initiatives.
·  Used SQL queries to extract data from different databases including testing and production for data validation and data analysis.
·  Regularly worked on data issues from the client's perspective and converted them into data mapping and data validations.
·  Designed and developed use cases, Use Case Diagrams, Workflow diagrams, and Activity Diagrams using UML and Visio.
·  Validated and verified data using various SQL queries including Joins, Aggregate functions, Group by, etc.
·  Created data set specifications or programming specifications in SAS, and SQL by project requirements and good documentation and programming practices.
·  Designed dashboards using Tableau and also used SAS VA for exploration and reporting.
·  Worked with complex datasets to extract customized reports using PROC SQL, PROC RANK, PROC FREQ, PROC MEANS, PROC REPORT, and PROC SUMMARY to create a preferred list of custom reports as per the given requirements from business analysts.
·   Used SAS and SQL to check for duplication of records and report all errors during data migration.
· [image: ] Used SAS and SQL queries to concatenate and merge results. Used Proc Append and Proc SQL Join queries for appending/merging data results.
·  Designed and developed UNIX shell scripts as part of the ETL process, and automated the process of loading and extracting the data.
·  Verified data on the Source and Target side of ETL, verified data completeness and transformation rules, tested referential relation and integrity of data as per requirement specification documentation, and checked for duplication of records and/or data errors.
·  Reviewed the data mapping document regularly for ETL testing and generated customized queries using SQL to verify the requirements. Generated high-level test scenarios for each phase, wrote descriptive test cases for each phase and logged defects in ALM and Jira.
·   Pointed out ETL issues concerning migration and provided alternative solutions.
·  Used complex SQL queries including Joins, Unions, aggregate functions, Group by, inline views, etc. to perform data validation.
Environment: Tableau Desktop, Tableau Server, SQL Server, Oracle, Excel, Access, ETL Pipelines, Data Warehousing.
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