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PROFESSIONAL SUMMARY
· Over 9+ years of hands-on experience designing, developing, and optimizing complex data pipelines to extract actionable business insights.
· Proficient in big data technologies including PySpark, Snowflake, GCP, AWS and Databricks ensuring scalable solutions for large datasets.
· Architected and deployed cloud-based data warehousing solutions, facilitating integration with the CrowdStrike
· Marketplace and driving $700K in annual revenue growth.
· Extensive experience with GCP, AWS, Databricks and Snowflake, leveraging these platforms for data processing, storage, and real-time analytics.
· Architected a robust data monitoring and alerting system using Kafka, Falcon Logscale, and NoSQL databases, enhancing security teams' ability to detect ePHI-related threats.
· Implemented high-performance data pipelines for ePHI activity and telemetry log data, reducing processing time by 50%.
· Developed and optimized an ETL framework using Python, PySpark, and SQL, enabling efficient data migration from multiple sources to Snowflake 
· Improved query performance by 25% by optimizing complex SQL queries during data migration from Oracle & GCP to Snowflake.
· Developed an automation testing model using Databricks that reduced 80% of manual data validation, speeding up the deployment process by over 30 hours per sprint.
· Skilled in tools such as Alteryx, Tableau, Power BI, and Falcon Logscale, converting raw data into structured formats for insightful analysis.
· Maintained and monitored real-time data pipelines using Apache Airflow, reducing troubleshooting time by 60% and ensuring regular data loads in production environments.
· Demonstrated ability to work closely with cross-functional teams, including security, development, and operations, to deliver data-driven solutions that drive business growth.
· Developed and optimized high-volume data pipelines using Python Spark and SQL, ingesting telemetry into data lakes and facilitating seamless data joins between diverse cloud sources.
· Developed and optimized Apache Spark jobs within Databricks to process streaming data and implementing efficient data pipelines for real-time analytics using Apache Airflow.
· Expertise in building robust ETL pipelines from Oracle Fusion Cloud to Snowflake using PySpark
· Proficient in data transformation and ETL processes using Python, PySpark
· Implemented Databricks for big data processing, leveraging Delta Lake for ACID transactions and optimized query performance.
· Optimized Databricks cluster configurations, fine-tuning resource allocation and autoscaling for performance and cost-efficiency.
· Utilized Databricks collaborative notebooks for cross-functional projects, facilitating seamless teamwork across data science and engineering teams.

TECHNICAL SKILLS
	Languages
	Python, SQL, NoSQL, Unix Shell Scripting, Bash scripting

	Big Data Technologies
	PySpark, Snowflake, Google Cloud Platform (GCP), Apache Airflow, AWS, Hadoop

	Data Engineering
	ETL pipeline development, data warehousing, real-time data processing, data modeling, and optimization

	Data Visualization & Modeling
	Alteryx, Talend, Tableau, Power BI, Falcon Logscale CrowdStrike

	Cloud Technologies
	AWS (Glue, Lambda, EC2, Redshift), Google Cloud Platform (BigQuery, Dataflow, Dataproc) 

	Tools & Technologies
	MySQL, Kafka, Git, Jira, Docker, Kubernetes, Jenkins 

	Database Management Systems
	PostgreSQL, Oracle, SQL Server



PROFESSIONAL EXPERIENCE
Better Being, USA                                                                                                                                                                 July 2024- Till Date
Data Engineer
Responsibilities 
· End-to-End Data Pipeline Development: Spearheaded the development of data pipeline using AWS Glue and Pyspark processing multi-terabyte customer data 
· High-Performance Data Pipelines: Designed data ingestion strategies with AWS and Databricks that supported instant analytics by reducing data processing times by 50% through strategic data curation and database systems performance tuning.
· Data Monitoring & Security: Architected and deployed a data monitoring and alerting system using AWS Cloudwatch, enabling the security team to efficiently monitor resources and provide insights into operational health
· Automation of Data Validation: Implemented an automated testing model for data validation, reducing manual checks by 80% and accelerating the deployment process by over 30 hours per sprint.
· Data Warehousing & Modeling: Implemented advanced performance tuning for AWS Redshift clusters, resulting in 15% reduced costs and increased query performance for data science and ML feature engineering projects
· ETL Framework Development: Developed scalable ETL frameworks using Python, PySpark, and SQL to integrate data from multiple sources into centralized data warehouses.
· Cloud Infrastructure Management: Leveraged AWS and Snowflake to build resilient and cost-effective data solutions, optimizing cloud resources for storage and computing.
· Big Data Technologies: Utilized AWS Kinesis for streaming data ensuring that the system could handle large-scale data pipelines.
· Collaboration with Cross-Functional Teams: Worked closely with security, development, and operations teams to implement data-driven solutions that drive business growth and improve operational efficiency.
· Data Visualization & Reporting: Developed dashboards and reports using Tableau providing stakeholders with actionable insights from complex data sets.
· Cloud Cost Optimization: Implemented cost-saving measures within AWS and Snowflake, ensuring that resources were used efficiently while maintaining performance standards.
· Version Control & Collaboration: Managed code repositories using Git and collaborated with teams using Jira for project tracking and issue management.

Tausight, USA                                                                                                                                                                Aug 2023- June 2024
Data Engineer
Responsibilities 
· End-to-End Data Pipeline Development: Spearheaded the development of data pipeline architecture for CrowdStrike Logscale Marketplace, processing multi-terabyte customer data and directly contributing to $700K in ARR.
· Data Monitoring & Security: Architected and deployed a data monitoring and alerting system using Falcon Logscale, Kafka, and NoSQL databases, enabling the security team to efficiently detect ePHI-related threats and ensure compliance with patient data protection regulations.
· High-Performance Data Pipelines: Implemented optimized data pipelines for ePHI activity and telemetry logs, improving data processing efficiency and reducing processing time by 50%.
· Real-Time Data Processing: Developed and maintained real-time data pipelines using Apache Airflow for task orchestration and scheduling, ensuring minimal downtime and accurate data flows across environments.
· SQL Optimization: Optimized complex SQL queries during data migration from Oracle & GCP to Snowflake, resulting in a 25% improvement in query performance.
· Automation of Data Validation: Implemented an automated testing model for data validation, reducing manual checks by 80% and accelerating the deployment process by over 30 hours per sprint.
· Data Warehousing & Modeling: Ensured efficient data loading and modeling techniques within Google Dataflow, transforming raw datasets into structured data ready for analytics.
· ETL Framework Development: Developed scalable ETL frameworks using Python, PySpark, and SQL to integrate data from multiple sources into centralized data warehouses.
· Cloud Infrastructure Management: Leveraged GCP to build resilient and cost-effective data solutions, optimizing cloud resources for storage and computing.
· Big Data Technologies: Utilized Kafka for streaming data and PySpark for distributed data processing, ensuring that the system could handle large-scale data pipelines.
· Collaboration with Cross-Functional Teams: Worked closely with security, development, and operations teams to implement data-driven solutions that drive business growth and improve operational efficiency.
· Data Visualization & Reporting: Developed dashboards and reports using Falcon Logscale to providing stakeholders with actionable insights from complex data sets.
· Cloud Cost Optimization: Implemented cost-saving measures within AWS and GCP, ensuring that resources were used efficiently while maintaining performance standards.
· Version Control & Collaboration: Managed code repositories using Git and collaborated with teams using Jira for project tracking and issue management.


AT&T, USA                                                                                                                                                           Jan 2023 – Jul 2023
Data Engineer
Responsibilities 
· End-to-End Data Pipeline Development: Designed and implemented robust data pipelines using PySpark and Databricks to handle high-volume, real-time data generated by telecom services, ensuring seamless data ingestion and processing.
· Data Integration from Multiple Sources: Consolidated and integrated data from various telecom platforms and sources, such as network logs, customer interaction data, and billing systems, into a centralized data warehouse using Snowflake.
· ETL Process Automation: Developed automated ETL processes to extract, transform, and load large-scale telecom data, reducing manual intervention and ensuring timely data delivery for analysis.
· Performance Monitoring & Optimization: Implemented performance monitoring tools using Apache Airflow and CloudWatch, optimizing data pipelines to handle millions of records daily while maintaining system reliability.
· Real-Time Analytics: Use Kafka to set up real-time analytics for network performance, call records, and user activity data, enabling the telecom client to monitor critical performance indicators and make data-driven decisions.
· Data Quality & Validation: Created automated data validation and error-handling frameworks, ensuring data accuracy and consistency across multiple telecom datasets, improving decision-making and reporting accuracy.
· Cost Optimization in Cloud Infrastructure: Managed and optimized cloud resources in AWS to minimize operational costs, ensuring efficient use of storage and compute resources for large-scale data processing.
· Collaboration with Telecom Teams: Collaborated with cross-functional teams, including network engineers, customer support, and IT teams, to ensure smooth data flow and integration across various telecom systems.
· Customer Insights & Reporting: Developed comprehensive dashboards using Tableau and Power BI to provide insights into customer behavior, service usage trends, and network performance, enabling the telecom client to enhance service quality and customer satisfaction.
· Data Security & Compliance: Implemented robust data security practices in compliance with telecom regulations, ensuring that sensitive customer data was protected and handled adequately across all systems.
· Automation of Telecom Billing Reports: Automated the generation and distribution of billing and usage reports, reducing manual effort and ensuring timely delivery of accurate reports to customers and stakeholders.
· Network Optimization Analytics: Provided solutions to optimize telecom network performance, analyzing large-scale call detail records (CDRs) to identify potential network bottlenecks and improve service delivery.

American Tire Distributors (ATD), USA	                                                                                                           Jan 2022 - Aug 2022
Data Engineer co-op
Responsibilities 
· Constructed ETL Framework: Designed and built a scalable ETL framework using Python, PySpark, and SQL to facilitate the seamless data migration from 7 disparate sources into Snowflake for streaming and transactional data, ensuring accurate and timely data delivery.
· SQL Query Optimization: Optimized complex SQL queries during migrating views from Oracle and GCP to Snowflake, resulting in a 25% improvement in query performance and significantly reducing data retrieval time for faster analytics.
· Automation of Data Validation: Developed and implemented an automated testing model to reduce 80% of manual data validation checks, improving the team's efficiency and speeding up the deployment process by 30+ hours per sprint.
· Data Integration & Transformation: Managed the integration and transformation of large datasets, ensuring accurate and consistent data mapping and transformation into Snowflake while maintaining data integrity.
· Real-Time Data Streaming: Worked on real-time data streaming workflows using Kafka and PySpark, enabling the client to process and analyze data in near real-time and improving decision-making capabilities.
· Collaboration with Cross-Functional Teams: Collaborated with data architects, business analysts, and stakeholders to ensure business requirements were met, translating complex business logic into efficient data engineering solutions.
· Data Security & Compliance: Ensured data migration and transformation processes complied with industry-standard data security protocols, maintaining the integrity and confidentiality of sensitive business data.
· Performance Monitoring & Troubleshooting: Used Apache Airflow to orchestrate and monitor data pipelines, identifying bottlenecks and troubleshooting data pipeline issues to ensure timely data delivery with minimal downtime.
· Cloud Resource Optimization: Played an active role in optimizing AWS resources, ensuring cost-effective cloud utilization while maintaining high system performance and data availability.
· Data Reporting & Visualization: Developed data reports and visualizations using Power BI to provide insights on the data migration progress, data integrity, and the impact of optimizations on system performance.
· Automation of Deployment Processes: Automated several aspects of the deployment process, ensuring faster rollouts and reducing the risk of errors in the migration process.

Apollo TeleHealth, India	                                                                                                                       Feb 2016 - Dec 2020
Data Engineer
Responsibilities
· Data Pipeline Monitoring & Troubleshooting: Ensured regular and efficient data loading into data warehouse tables by actively monitoring scheduled runs in Apache Airflow, quickly identifying and fixing bugs, which reduced troubleshooting time by 60%.
· Healthcare Data Wrangling: Processed and wrangled 7TB of healthcare data using PySpark to remodel and visualize 16 previously inaccessible datasets, enabling over 500+ end clients to track and analyze healthcare impact more effectively.
· ETL Development: Developed and optimized ETL pipelines using Python and SQL, automating data extraction from multiple healthcare systems and transforming it for storage in a centralized data warehouse.
· Data Quality Assurance: Implemented data validation and quality assurance processes, ensuring the accuracy and integrity of healthcare data being processed and stored, improving client reports' reliability.
· Real-Time Data Processing: Designed and maintained real-time data ingestion pipelines for critical healthcare data, ensuring timely updates for healthcare professionals and clients.
· Collaboration with Healthcare Teams: Worked closely with data scientists, healthcare analysts, and clinical teams to understand data requirements and deliver accurate, actionable insights from raw data.
· Performance Optimization: Optimized data pipelines and queries, improving data processing performance by 30%, which reduced report generation times for clients and internal teams.
· Data Security Compliance: Ensured that all data handling processes adhered to healthcare compliance standards (e.g., HIPAA), safeguarding sensitive patient data throughout the ETL process.
· Cloud Infrastructure Management: Utilized AWS services such as S3 and Redshift to store and manage healthcare data, leveraging the scalability of the cloud to handle large volumes of data.
· Visualization and Reporting: Created custom dashboards and reports using Tableau and Power BI, providing healthcare providers with real-time insights into patient data and healthcare outcomes.

ISparrow HR Solutions (Unit of iSparrow Services Pvt Ltd), India                                             	July 2014 - Jan 2016
Data Engineer
Responsibilities
· Data Pipeline Development: Assist in designing, building, and maintaining data pipelines to extract, transform, and load (ETL) data from various sources into data storage systems such as databases or data warehouses.
· Data Integration: Collaborate with senior engineers to integrate structured and unstructured data from different sources into a unified system, ensuring data consistency and quality.
· Data Cleaning & Preparation: Perform data cleaning and preprocessing tasks, including handling missing values, formatting inconsistencies, and data validation to ensure accurate and reliable datasets.
· Database Management: Help manage and maintain databases like SQL, NoSQL or cloud-based data storage solutions like AWS S3, ensuring efficient data retrieval and storage.
· Collaborate with Teams: Work closely with data scientists, analysts, and software engineers to support their data needs and ensure smooth data flow across different systems.
· Monitor Data Pipelines: Assist in monitoring scheduled data pipeline runs and workflows, identifying failures or issues, and resolving them promptly.
· Documentation: Maintain detailed documentation of data engineering processes, including data sources, data models, and ETL workflows, for future reference and team collaboration.
· Learning & Development: Under the guidance of senior engineers, continuously learn new data engineering tools and techniques, such as Apache Airflow, Apache Spark, or cloud services (AWS, GCP, Azure).
· Data Security & Compliance: Support ensuring that data engineering processes comply with data security and privacy regulations (e.g., GDPR, HIPAA), especially when handling sensitive data.
· Query Optimization: Write and optimize SQL queries for data retrieval and analytics, ensuring efficient data access and improving the performance of data systems.
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Education:
Bachelors in Computer Science, IIT Guwahati, 2014
Masters in Information Systems, Northeastern University, 2022
