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Professional Data Engineer with 12+ years of experience architecting and delivering scalable, distributed data processing systems across AWS and Azure. Specialized in designing and building robust ETL/ELT pipelines, batch and streaming ingestion frameworks, and modern Lakehouse architecture using Apache Spark (PySpark, Scala), Airflow, Python, SQL, and Shell scripting. Proven expertise in incremental loads, CDC (Change Data Capture), data partitioning, schema evolution, and performance optimization. Experienced in integrating enterprise data platforms such as Snowflake, Delta Lake, and columnar storage formats (Parquet/ORC), with a strong focus on security through RBAC, IAM policies, and encryption at rest and in transit. Highly motivated and analytical problem-solver who delivers complex data engineering and BI solutions, communicates effectively at all levels, and collaborates seamlessly with cross-functional teams and stakeholders.

SKILLS


Programming & Scripting: Python, SQL, PySpark, PL/SQL,Scala
Database and ETL: Data Visualization Tools: Tableau, MS Office products, Power Query, DAX (Data Analysis Expressions)
Tools & Libraries: AWS,Azure, Alteryx, Google Analytics, Qualtrics, MySQL, PostgreSQL, SQL server, SharePoint, Visual Studio, MS Excel, Linux, Windows, Agile methodologies, JIRA, Business process designs, Confluence, Alation, Snowflake
Database Tools: Extract Transform Load (ETL), SSIS, SPSS, Stored Procedures, Data warehousing, Data Modeling
[bookmark: PROFESSIONAL_EXPERIENCE]Business Intelligence: Dashboards, Data storytelling, Reporting, Data-driven decision-making, Key Performance Indicators (KPIs), Business Analytics, Business intelligence solutions, Business operations, Experiment design, Data Representation.

PROFESSIONAL EXPERIENCE

Data Engineer| Verizon | Dallas, Texas                                                                                                                                   June 2024 – Present
· Designed and implemented scalable ETL/ELT pipelines using AWS Glue and PySpark, processing multi‑terabyte datasets with optimized partitioning, job bookmarking, and schema evolution support.
· Led the data migration to AWS, developing secure and scalable pipelines using S3, Glue, Redshift, and Lambda.
· Architected reusable ETL pipelines in Python with Pandas, NumPy for fast data transformation.
· Developed batch and streaming ETL jobs using Talend and Apache Spark, achieving a 30% performance gain.
· Built Apache NiFi workflows for ingesting data from APIs, databases, flat files, and IoT devices.
· Developed feature extraction and preprocessing pipelines using PySpark and Python, enabling ML teams to accelerate model training cycles.
· Implemented data ingestion and transformation using Talend, AWS Glue, and Snowflake's Snowpipe.
· Developed Apache Airflow DAGs to orchestrate complex workflows and automate ETL processes.
· Improved system observability with AWS CloudWatch, Prometheus, and Grafana.
· Enhanced Hive performance through bucketing, partitioning, and Spark optimization techniques.
· Ensured real-time data availability using Kafka, Spark, Airflow, and AWS.
· Built and maintained serverless, event‑driven integrations using AWS Lambda, enabling real‑time data processing, API integrations, and automated system workflows across distributed applications.
· Built and managed large-scale datasets using Python, SQL, and PySpark, ensuring efficient data processing and integration across multiple sources.
· Designed and automated ETL pipelines to process structured and unstructured data, improving data transformation and reporting efficiency.
· Automated data pipeline deployment using CI/CD frameworks like Airflow, DBT, and Jenkins, improving data processing efficiency and reducing manual intervention by 30%.

Data Engineer| Chase | Lexington, Kentucky                                                                                                                      Dec 2023 – May 2024
· Analyzed and optimized components in the Hadoop stack including Hive, Pig, HBase, and Sqoop for big data processing.
· Developed MapReduce programs to aggregate and transform data from over 20 heterogeneous sources including XML, JSON, CSV, and compressed formats.
· Designed and maintained end‑to‑end ETL pipelines using SSIS and Azure Data Factory, supporting high‑volume enterprise data workflows.
· Built database models, REST APIs, and views using Python to support web-based data visualization and access.
· Implemented Azure Data Factory pipelines for ETL operations involving Azure SQL, Blob Storage, and Synapse.
· Used Azure Databricks (PySpark) for advanced data transformations and processed data across Data Lake and Azure Storage.
· Created end-to-end ETL workflows using Informatica and Snowflake procedures for populating fact and dimension tables.
· Automated deployment and infrastructure provisioning with Terraform, including VM scale sets in Azure.
· Implemented data streaming solutions using Apache Kafka, Apache Storm, and Delta Lake with ACID-compliant Delta tables.
· Performed feature engineering, scaling, and data cleaning using Python libraries such as Pandas and NumPy.
· Managed containerized environments using Docker and OpenShift, with Kubernetes cluster orchestration.
· Created and maintained technical documentation including architecture diagrams, user guides, and runbooks.
· Worked with MongoDB indexing strategies for performance tuning and efficient querying.
· Utilized Zookeeper for distributed coordination and implemented custom Hive UDFs for advanced data processing.

Data Engineer | IHS Markit | Bangalore, IND                                                                                                                         June 2020 – Feb 2023
· Developed applications to manage data movement across AWS cloud data hub, from source systems to reporting layers.
· Built real-time and batch ETL workflows for ingesting EHR, claims, and patient records into cloud-based data lakes and warehouses.
· Designed data reconciliation jobs in Databricks to ensure data quality and audit resolution of inconsistencies.
· Integrated AWS Step Functions with Glue, Lambda, and DMS to orchestrate complex, fault‑tolerant workflows with built‑in retries, error handling, and state tracking.
· Developed Spark and PySpark jobs to process raw data (XML, JSON, CSV) into partitioned tables in the Enterprise Data Warehouse.
· Created streaming applications using AWS Kinesis and Spark to publish real-time data to AWS S3.
· Implemented ETL pipelines for FHIR/HL7/EDI formatted data, ensuring healthcare industry standard compliance.
· Built FHIR-compliant resource models using MongoDB and PostgreSQL (Patients, Claims, Encounters, Medications).
· Developed data pipelines using Spark-Scala for migration from on-premises to AWS cloud storage.
· Used Snowflake time travel and data retention policies to balance long-term storage and accessibility.
· Implemented HIPAA-compliant data encryption and access control for PHI/PII handling.
· Conducted Power BI training workshops and created dashboards for end-user reporting and data visualization.

Data Engineer | Mercedes - Benz | Bangalore, India                                                                                                              Aug 2018 – May 2020
· Designed and implemented Azure Cloud Architecture to support high-throughput data applications across manufacturing and business systems.
· Built ADF pipelines to extract, transform, and load data from multiple sources like Azure SQL, Blob Storage, Synapse (DW), and external write-back systems.
· Managed Azure resources including Web Apps, Azure Functions, Azure Key Vault, Service Bus, Cosmos DB, and Azure Databricks.
· Migrated on-premise SQL Server databases to Azure Data Lake, SQL Database, Synapse, and Databricks, ensuring scalability and data consistency.
· Used Spark with OpenSearch (Elasticsearch) to export and index processed data for BI dashboards and operational analytics.
· Worked with large datasets in JSON, CSV, and Parquet formats using Spark SQL to perform deep data profiling and transformation.
· Implemented data partitioning and indexing strategies in Azure Synapse and Data Lake to enhance query performance and reduce latency.
· Developed end-to-end ETL workflows integrating real-time telemetry, ERP, and dealer data for unified reporting and insights.

ETL and SQL Developer| Intel | Bangalore, India                                                                                                                   June 2015 – July 2018
· Designed and developed complex SQL procedures, triggers, views, joins, and indexes for high-performance data applications.
· Collaborated cross-functionally to identify and correct data anomalies, ensuring data accuracy across reporting systems.
· Tuned and optimized SQL queries and database structures, reducing average query response time by 30%.
· Applied row-level security (RLS) and workspace permissions in Power BI for secure access to IP-sensitive production data.
· Provided architectural and development guidance on PySpark-based ETL workflows.
· Optimized PySpark jobs for deployment on Kubernetes clusters, improving data processing throughput.
· Migrated data from on-prem SQL Server to Azure SQL DB and Azure Synapse Analytics (DW) for better scalability and analytics.
· Developed Spark SQL pipelines in Azure Databricks to process multiple data formats (CSV, JSON, Parquet) from various sources.
· Built executive dashboards for real-time monitoring of fab performance and supply chain operations using Azure Synapse and Power BI.

Linux System Engineer | Mindtree | Chennai, India                                                                                                         Dec 2013 – May 2015
· Installed, configured, and upgraded various operating systems including Solaris, AIX, HP-UX, Red Hat, SUSE Linux, and Windows.
· Provided daily support and monitoring of Linux servers, handling incident and alert resolution using tools like BMC, Zabbix, and UOC.
· Participated in data center migration, moving critical Linux/Unix workloads with minimal downtime and maximum reliability.
· Set up and administered high availability (HA) environments using Red Hat Cluster and Veritas Cluster Server to support failover and redundancy.
· Developed Python scripts for system health monitoring, automating alerting and issue prevention.
· Monitored and resolved system alerts proactively to maintain uptime and service continuity.
· Managed VM restoration tasks via reboots, live migration, and evacuation procedures.
· Created and tracked Change Requests, Incidents, and Service Requests in ServiceNow.
· Handled user management, permissions, and file system quotas on Red Hat Linux and AIX.
· Supported cloud migration initiatives, ensuring infrastructure readiness and compliance.

EDUCATION

· [bookmark: ACHIEVEMENTS]Master of Computer Applications, University of Madras, Chennai-India 		
· Bachelor of Computer Science, Andhra University-India

ACHIEVEMENTS
· AWS Certified Solutions Architect-Associate (SAA-C03) (AWS04231103)

